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Abstract. Smart meter data in Internet of Things (IoT) systems is
often stored in knowledge graphs to improve interoperability and reuse.
However, these graphs are frequently incomplete because they do not ex-
plicitly connect meters to the buildings they measure or to their physical
locations. This limits location-aware analysis and interactive exploration.
The HEDGE-IoT project at Arnhems Buiten stores energy data as RDF
using the Smart Applications REFerence (SAREF) ontology format, but
the original graph lacks explicit sensor and building locations and does
not directly link sensors to the buildings they measure. This thesis asks
how the Arnhems Buiten knowledge graph can be enriched so that it
supports location-aware analysis of energy meter readings. To answer
this question, the graph is enriched using RDFLib. The sensor location
data provided by the project is added to the graph, and the building
location data is extracted from the Kadaster Knowledge Graph. In addi-
tion, sensors and buildings are linked to the appropriate SAREF classes,
and explicit relations are added between sensors, buildings, and measure-
ments. The enriched knowledge graph is evaluated with eight competency
questions. These questions were validated by domain experts from the
HEDGE-IoT project and implemented as SPARQL queries. The results
show that the enriched graph can group readings by building, connect
meters to their physical context, and support more precise location-based
analysis. The enrichment also makes it possible to inspect the energy us-
age at the building level instead of only at the meter level, which improves
the interpretability of the data. Overall, this thesis shows that adding
location and semantic structure to the Arnhems Buiten knowledge graph
makes the dataset more suitable for querying, analysis, and future reuse
in energy-sharing applications.
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1 Introduction

Due to concern for global climate change, the Intergovernmental Panel on Cli-
mate Change identifies energy systems as a major mitigation sector, which re-
quires rapid and deep cuts in electricity-related emissions to meet temperature
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goals [5]. Buildings account for 43% of energy use in Europe and two thirds of
the electricity use in services belongs to offices and retail [15]. At the same time,
businesses and building operators are increasingly moving toward smarter energy
solutions, including smart meters, energy management systems, and energy shar-
ing. In this context, the HEDGE-IoT Dutch pilot at Arnhems Buiten Electricity
Campus provides a real-world setting in which smart meters, building manage-
ment systems, heat pumps, photovoltaic systems, batteries, and vehicle-to-grid
chargers are integrated into a unified digital ecosystem [7].

This thesis focuses on how an existing energy knowledge graph can be en-
riched so that building-level electricity usage can be analysed more meaningfully.
The current graph contains meter observations, but it lacks sufficient context
to support building-wise analysis and interpretation. The research question is:
which enrichments enable location-aware analysis for a smart meter data knowl-
edge graph, and how can these enrichments support visual and interaction-based
analysis of energy meter readings? To answer this question, the project extends
the graph with building and meter location information and evaluates whether
the enriched data can answer a set of competency questions.

The scientific contribution of this project is twofold. First, it identifies which
types of enrichment are most useful for turning meter-only data into building-
aware knowledge graph data. Second, it demonstrates how RDF enrichment,
SPARQL querying, Python-based analysis, and interactive visualisations can be
combined into a practical workflow to support a more meaningful analysis of
smart meter data. The approach is implemented in a Jupyter notebook environ-
ment, where enrichment, querying, analysis, and visualisation are carried out in
an integrated way.

More broadly, this project contributes to Al-oriented knowledge represen-
tation by showing how semantic enrichment can make IoT meter data more
machine-readable, more queryable, and more useful for analysis. The project
seeks to find out which graph enrichments add the most analytical value and
how they change what can be inferred from the data. In that sense, the main
knowledge gained is how semantic structure can better support both human
interpretation and future intelligent applications.

The following sections go over the related work, describe provided data, en-
richment and competency question design steps, and discuss the results of the
evaluation.

2 Literature review

This section reviews related work on knowledge graph enrichment, especially for
IoT and energy data, and on the evaluation and presentation of such graphs.
Since this research uses RDF knowledge graphs, RDF is briefly introduced as
the representation format in which data is stored as subject-predicate-object
triples [20]. It also introduces smart meters, which are devices that combine
metrology, communication functions and automatically record electricity mea-
surements over time [13]. The literature is organised in three aspects - IoT knowl-
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edge graphs, modelling for buildings, and visual and interactive analysis of smart
meter data.

2.1 ToT measurement knowledge graphs

Van der Weerdt et al. created OfficeGraph, a knowledge graph expressed in the
SAREF ontology that contains more than 14 million sensor measurements from
444 heterogeneous devices, collected over a period of 11 months, in a seven story
office building [18]. It was explicitly designed to address the lack of large, di-
verse, real-world IoT knowledge graphs. Its main contribution is therefore not
only scale but also the combination of heterogeneity, semantic representation,
and practical usability for both analysis and machine learning experiments. The
value of OfficeGraph for this paper is that it shows that IoT measurement data
can be transformed into a knowledge graph that is rich enough to support re-
alistic downstream tasks. At the same time, the paper also reveals a limitation
that is important for the present work - although the graph is large and hetero-
geneous, it is still tied to a specific office building and a specific measurement
setting, which means that experiments often need to be adapted to the available
sensor types and the building context. It also demonstrates that such graphs are
best evaluated through concrete use cases and domain-relevant questions, rather
than only by their size or structure. This thesis builds on that idea by using com-
petency questions to assess whether the enriched graph supports location-aware
querying and analysis in a smaller but structurally comparable setting.

In his PhD thesis, Van der Weerdt extends this line of work by studying IoT
measurement knowledge graphs more generally, not only as data representations
but also as objects for analysis and learning [19]. It argues that such graphs
differ from regular knowledge graphs because they are numerical, dynamic, and
relatively shallow, and it proposes semantic enrichment as a way to make implicit
knowledge explicit for downstream machine learning. This is particularly relevant
here because it provides a methodological basis for using temporal and numerical
measurement data in a knowledge-graph setting rather than treating the data
as isolated time series. In this research, that perspective is reused to motivate
enrichment and to explain why the graph structure itself can support additional
analyses beyond simple storage or retrieval.

A key takeaway from this literature is that knowledge graphs of IoT measure-
ment are most useful when they are semantically structured and large enough to
resemble real-world building data. However, previous research also shows that
such graphs remain uncommon and that many existing datasets are either not
open, not heterogeneous, or not broad enough to support multiple experiment
types. This paper therefore uses OfficeGraph and the broader IoT measurement
knowledge graph literature as a benchmark for the kind of dataset it seeks to
emulate in structure, while also showing how a smaller graph can still support
meaningful enrichment and analysis
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2.2 Modelling for buildings

Poveda-Villalon et al. address a different but closely related problem - how to
extend SAREF so that it can model building devices and topology more effec-
tively [14]. Their contribution shows that semantic interoperability in building
environments depends not only on having data but also on having a conceptual
model that can represent the relations between devices, their locations, and the
building structure in which they operate. Rather than presenting a dataset, this
work provides a modelling foundation that supports more expressive building
knowledge graphs. For this thesis, the main value of their paper is that it jus-
tifies the use of SAREF-based modelling for building-related IoT data. It also
shows that the representation of buildings is not a solved problem - if topology
and device location matter for the task, the ontology must be able to express
them clearly and consistently. This is relevant because the present thesis com-
bines meter metadata and building location data with measurement data, which
makes the modelling layer part of the research contribution rather than a purely
technical detail.

Gyrard et al. focus on SAREF-compliant knowledge discovery for semantic
energy and grid interoperability, showing that semantic representation can be
used not only to store data but also to infer additional knowledge from it [6].
Their work is relevant because it links ontology use with reasoning and inter-
operability, which are also central concerns in building IoT scenarios. Rather
than treating semantic modelling as a passive layer, the paper positions it as a
mechanism for discovery and integration across systems. This is important for
the present thesis because it supports the idea that enrichment is not an optional
embellishment but a way of making the graph more useful for analysis. The thesis
builds on this general idea by using semantic enrichment to expose relationships
that are implicit in the original measurement data and by evaluating how such
enrichment affects later experiments. In that sense, the literature provides both
the motivation and the methodological precedent for the enrichment step used
in this paper.

The main implication of this research is that SAREF-based modelling is
useful for representing building and energy data in a way that supports inter-
operability and reasoning. They also show that semantic enrichment can make
implicit relations explicit, which is important when the location of the device, the
structure of the building, and the measurement context need to be clearly rep-
resented. This thesis builds on that idea by combining SAREF-based modelling
with meter and building metadata to enrich the knowledge graph for analysis.

2.3 Visual and interactive analysis of smart meter data

Stefan et al. argue that proper presentation of near-real-time meter data is a
prerequisite to improve grid monitoring and planning, and show that geographic
information systems can help visualise meter data in a way that supports op-
erational decision-making [17]. Their work is useful for this thesis because it
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highlights the importance of spatial context in the interpretation of meter read-
ings. However, it remains focused on visualisation as a general support for grid
analysis, rather than on how such a context can be derived from an enriched
knowledge graph.

Jarrah Nezhad et al. take a more interaction-orientated approach in SmartD
by providing a dashboard for smart meter data analytics that supports different
contexts, temporal aggregations, and consumer segments [9]. The main contri-
bution of SmartD is that it enables analysts to explore meter data at different
levels of detail and to estimate typical load profiles from contextual information.
This is relevant for the present thesis because it demonstrates that smart meter
data become more valuable when they can be grouped, filtered, and inspected
from multiple perspectives. At the same time, SmartD assumes that the relevant
analytical context is already available in the data, whereas this thesis focuses
on enriching the knowledge graph so that such a context can be represented
explicitly.

Ahmed et al. further emphasise the importance of interaction and usability
in smart meter analysis by presenting a consumer-orientated dashboard with a
versatile set of highly interactive visual tools - EnergyScout [2]. The strength
of EnergyScout is that it balances analytical power with accessibility, making
energy consumption understandable for non-expert users through visual explo-
ration and comparison. This is particularly relevant here because the present
thesis is not only concerned with querying enriched meter data, but also with
supporting visual- and interaction-based analysis of readings. EnergyScout does
not address knowledge graph enrichment itself, but it shows the kind of user-
facing analysis that enriched data should make possible.

Together, these studies show that the value of smart meter data increases
when spatial structure, temporal aggregation, and interactive exploration are
supported by the analysis interface. They also reveal a gap that this thesis ad-
dresses - existing visualisation systems typically assume that the needed context
is already available, while the present work investigates how that context can be
added through knowledge graph enrichment. In this way, the enrichment step is
not only a modelling choice but also a prerequisite for more effective visual and
interaction-based analysis of meter readings.

3 Methodology

3.1 Source data

The source data is a knowledge graph stored in TriG RDF serialisation format,
with one log file per date, so there was access to 31 files in total from 2026-01-26
and 2026-04-18 to 2026-05-17. The graph contains observations and measure-
ments recorded by meters at the business park. Each observation includes the
observation meter, recorded with saref:madeBy, the observation timestamp,
recorded with saref :hasTimestamp, and the observation result, recorded with
saref :hasResult. The result contains the measured value, recorded with saref
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:hasValue, and the unit of measurement, recorded with saref :isMeasuredIn.
These predicates provide the information required for the enrichment and analy-
sis presented in this thesis. The knowledge graph contains additional predicates,
but these are not used here. The original knowledge graph contains information
that is not allowed to be shared. Therefore, a smaller, modified example is up-
loaded on the GitHub repository for this project [16] under the data folder with
the file name example_knowledge_graph.log. The example preserves the original
structure, all predicates and classes, and information relevant to the analysis,
but covers a single day and a subset of the data mentioning the different types
of meters present in the original knowledge graph. The original knowledge graph
is available on request. All analyses and visualisations presented in this paper
are produced from the original knowledge graph.

Two CSV files serve as an additional input. The first contains meter meta-
data, including the meter uniform resource identification (URI), the building
each meter measures, and the known meter location. The columns are ordered as
meter_uri, metered_location, meter_long, meter_lat. The second CSV file
contains building location data for the Arnhems Buiten business park, retrieved
from the Kadaster Knowledge Graph (KKG), which is an integrated publication
of multiple large-scale spatial datasets [10], using the following query on the
provided SPARQL editor [11]:

prefix imxgeo: <http://modellen.geostandaarden.nl/def/imx-geo#>
prefix geo: <http://www.opengis.net/ont/geosparql#>
prefix ext: <https://modellen.kkg.kadaster.nl/def/imxgeo-ext#>

SELECT ?gebouw 7build WHERE {

?adres a imxgeo:Adres;
imxgeo:plaatsnaam "Arnhem";
imxgeo:isAdresVanGebouw 7geb;
imxgeo:straatnaam "Utrechtseweg";
imxgeo:huisnummer 310;
imxgeo:huisnummertoevoeging 7build.

7geb ext:bovenaanzichtgeometrie/geo:asWKT ?gebouw.

}

This query selects building geometry as ?gebouw and house number suffix,
which in this case are the building names, as ?build where there is an address,
that is in Arnhem city, is an address of a specific building, has street name
Utrechtseweg, has house number 310, and has house number suffix ?build, as
well as getting the geometry of the said specific building. It returns 29 entries
that contain building polygons and building names. Two buildings, R11 and
HO1, are excluded because the official Arnhems Buiten website [4] has a map
that indicates that these buildings are not part of the campus. In the CSV
file, the columns are ordered as gebouw and build, where gebouw contains the
polygon geometry, and build contains the building name.
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3.2 Knowledge graph enrichment

The enrichment is performed in a Jupyter Notebook running in an Anaconda
environment based on Python 3.12.13. To run the notebook provided in the
project’s GitHub repository [16], an Anaconda environment with Jupyter Note-
book 7 and the required interactive packages must be installed. Open Anaconda
Prompt and execute the following commands in order:

1. activate {environment name} — activates the target environment

2. conda install -c conda-forge notebook — instals Jupyter Notebook 7

3. conda install -c conda-forge ipywidgets widgetsnbextension —in-
stals the packages required for interactive outputs

4. python -m notebook — launches the notebook editor, in which the GitHub
folder is selected

The first cell of the notebook instals the required libraries, imports the nec-
essary modules, sets the Plotly renderer to iframe to ensure compatibility with
Jupyter Notebook 7, and defines the relevant namespaces.

The enrichment then proceeds as follows. The HEDGE-IoT knowledge graph
files are parsed into a single ConjunctiveGraph using the RDFLib Python li-
brary. Next, the CSV file meter_locations.csv is read to enrich the graph with
meter metadata and location information. For each meter URI in the file, a triple
linking of the URI to the saref :Meter class is added via rdf : type. Where a me-
ter location is available, it is represented using the GeoSPARQL ontology, with
the predicates geo:hasGeometry and geo:asWKT. SAREF and its extension on-
tologies do not provide a predicate for linking meters to the buildings whose
electricity usage they measure. The available relation refers to the building in
which a meter is physically located, which in this case is not necessarily the same
as the building whose usage is measured. For that reason, s4bldg:isContained
In from the SAREF4BLDG extension does not apply. A custom predicate, ex
:measuresBuilding, is therefore introduced to represent this relationship for
meters for which building information is available.

The subsequent cell adds building information. The CSV file kadaster_build
ings.csv is read and each building is represented as an instance of s4bldg:
Building. Its spatial geometry is added using the GeoSPARQL predicates geo
:hasGeometry and geo:asWKT, which completes the enrichment.

3.3 Competency question design

To evaluate whether the enrichment is successful, eight competency questions
were designed. This follows an established knowledge engineering practice, where
competency questions are used to define the requirements of the ontology and
knowledge graph and to assess whether the resulting knowledge representation
can answer the questions of the intended domain [12,3]|. They were based on
the idea that the enriched knowledge graph could support the identification of
patterns in building-level energy usage relevant to energy sharing and load bal-
ancing. The first four questions test the enrichment and the remaining four focus
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on building-level electricity data analysis. The questions were finalised on the
basis of feedback from a domain expert working on the HEDGE-IoT project. The
remainder of the notebook answers these questions interactively using SPARQL
queries for data retrieval and Python for analysis and visualisation. The code
also makes the following assumptions:

— The dataset specific pattern for meter URI is namespace/meter/identifier.

— All the meters that measure buildings have a known location.

— The kWh register accumulates monotonically and is never reset, which is
consistent with all the readings in the data provided by the HEDGE-IoT
project.

Question 1 "Which buildings does meter X measure?" was designed to
check whether adding the saref :Meter class and ex:measuresBuilding predi-
cate was successful. The approach to answer this question uses a SPARQL query
that retrieves meters, buildings, and their locations using the saref :Meter class
and the ex:measuresBuilding, geo:hasGeometry, and geo:asWKT predicates.
The results are stored in a dictionary and passed to the ipywidgets library
to produce a meter dropdown. For presentation purposes only, the implementa-
tion extracts a human readable meter identifier from each meter and building
URI. The output shows the name of the meter, a list of buildings it measures,
and a map made using the Folium library of the location of the meter and the
buildings.

Question 2 "Is there a meter that does not measure any building?"
was created to check whether the ex:measuresBuilding is not added to meters
that do not measure any buildings. The method behind the code follows a similar
pattern. A SPARQL query returns all instances of saref:Meter that have no
ex:measuresBuilding relation as subject. A second query then retrieves their
locations using geo:hasGeometry and geo:asWKT. The output is a list of the
returned meters and a Folium map of their known locations.

Question 3 "Is there any building that has no meter measuring its
usage?" checks whether the enriched knowledge graph is able to retrieve infor-
mation of buildings that have no meters allocated to them. The code retrieves all
instances of s4bldg:Building that appear as objects in no triple with the pred-
icate ex:measuresBuilding. A second query retrieves their locations via geo:
hasGeometry and geo:asWKT. The output is a list of buildings without metered
electricity data and a map of their locations.

Question 4 "Which meters measure the same building?" was designed to
ensure whether the enrichment works if a building has multiple metres connected
to it. First, all instances of s4bldg:Building are retrieved, then queried for all
meters for which the building appears as an object of ex:measuresBuilding.
The output lists all buildings measured by more than one meter, together with
the corresponding meter identifiers.
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Question 5 "What is the aggregated daily energy usage of building
X?" delves into further analysis, checking the aggregation of the energy us-
age extracted using the enriched information. The method first retrieves all in-
stances of s4bldg:Building. A second query returns, for each building, the
meters measuring it via ex:measuresBuilding, together with timestamps and
values in http://qudt.org/vocab/unit /KiloW-HR, using the predicates saref:
madeBy, saref :hasResult, saref:hasTimestamp, saref :hasValue, and saref
:isMeasuredIn. The results are ordered by meter URI and timestamp. The
results are stored in a dictionary and only timestamps with exactly four mea-
surements are retained. This filter reflects the explanation of a domain expert
that kWh and W measurements arrive in groups of four - one for total usage and
one for each of the three channels. Because no additional metadata distinguishes
the channels, a timestamp with fewer than four values cannot be reliably inter-
preted and is excluded. The highest of the four values, which represents the total
usage, is used for all subsequent calculations. For buildings measured by multiple
meters, timestamps lacking data from all meters are also excluded, as incomplete
data introduces artificial dips. Daily energy usage is therefore calculated as the
difference between the latest and earliest retained timestamp values. The result
is presented via an ipywidgets dropdown allowing selection of a building and a
day, with the output printed below.

Question 6 "Which building shows the highest average hourly power
consumption over the time period?" has a bit of an ambiguous language
that could be understood in multiple ways. In this project, it is interpreted as
identifying the building with the highest average hourly power consumption dur-
ing the available period. The question further tests the aggregation for a different
measurement, power, and then calculates the mean. The query and filtering logic
mirror Question 5, except that the values in http://qudt.org/vocab/unit/W are
used. The average hourly power is computed as the sum of all values in an hour
divided by the number of timestamps in that hour. The output indicates the
building, the peak average consumption in watts, and the hour and date on
which it occurs.

Question 7 "How do the daily power and energy usage timelines of
buildings X and Y differ?" was created to focus on finding nice visualisations
using the information acquired from the previous questions, that would allow
comparison. Workflow retrieves the data for meters, timestamps, values, and
units for all buildings. Only values in kWh and W are retained, and the four-
value and all-meter filters from Question 5 are applied. Instantaneous energy
is computed as the difference between consecutive kWh timestamps and stored
in a dictionary, which is then converted to a Pandas DataFrame. Power values
are already instantaneous, so these are summed per timestamp and stored in a
separate DataFrame. Both DataFrames feed ipywidgets dropdowns for building
and day selection. Depending on the selection, two Plotly graphs display the
power and energy usage timelines.
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Question 8 "How can buildings be visualised spatially, using colour to
indicate aggregated energy usage over a given time period?" focuses on
testing how informative can the map visualisations be, showing the aggregated
energy usage. The code uses the same accumulation method as Question 5 to
compute aggregated energy usage and additionally retrieves building locations.
The results are passed to a Folium map that colours each building polygon
according to its aggregated energy usage over the full available period.

3.4 Evaluation design

To evaluate the competency questions, an interview was conducted with the
same domain expert who provided feedback during the design of the questions.
The interview was held online, and a transcript of the conversation is available,
which was used to assist with the analysis of the results. During the interview,
the expert first received a brief overview of the project, the use case, and the
enrichment process. The notebook outputs for each competency question were
then presented one by one. The expert evaluated whether each question was
answered correctly and whether the output needed improvement.

4 Results

As summarised in Table 1, the interview showed that all competency questions
were satisfactorily answered. The domain expert stated that enrichment and
execution supported the questions well and that the visual outputs were clear.
He also noted that the maps made it easier for stakeholders to interpret the
results.

Some questions received additional notes or suggestions. For example, after
seeing the first four outputs, the expert went back to Question 1 and suggested
that it could also benefit from a map output that would show the location of
the selected meter and the buildings it measures, to match with the other three
questions.

During the discussion of Question 2, the expert made the valid point that
some stakeholders might interpret the charging points meters near the buildings,
as shown in Figure 1, as part of the electricity usage of the respective building.
However, because this project only considers meters that directly measure a
building’s usage, the charge point meters are still classified as not measuring
any building.

His comment on Question 5 was that if a data set included more than a
month’s worth of measurements, a dropdown box might not be the most useful
way of selecting a date, since the user could easily get lost among the available
options. He also accepted the interpretation of the slightly ambiguous Question 6.

The result for Question 7, as shown in Figures 2 and 3, was considered the
most in-depth because it clearly shows the difference between energy and power
usage throughout the day for two selected buildings. A particularly interesting
observation is that the difference in the weekend, as seen in Figure 2, and the
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Table 1: Overview of the competency questions, implemented solutions, and

evaluation results.

Question

Solution

Evaluation result

1. Which buildings does meter
X measure?

SPARQL query with interactive
meter selection that dispalys the
buildings.

Answered correctly,
could benefit from a
map visualisation.

2. Is there a meter that does not
measure any building?

SPARQL query for meters with-
out a building relation, followed
by a location query and a Folium
map.

Answered correctly,
can be interpreted
differently, to view
charging meters as
part of building’s
usage.

3. Is there any building that has
no meter measuring its usage?

SPARQL query for buildings not
linked to a meter, followed by
a location query and a Folium
map.

Answered correctly.

4. Which meters measure the
same building?

SPARQL query to identify build-
ings linked to multiple meters.

Answered correctly.

5. What is the aggregated daily
energy usage of building X?

SPARQL query for kWh read-
ings, filtering incomplete times-
tamps, and interactive building
selection that displays the energy
usage.

Answered correctly,
using a more scalable

6. Which building shows the
highest average hourly power
consumption over the time pe-
riod?

SPARQL query for W read-
ings with hourly aggregation and
mean computation.

7. How do the daily power and
energy usage timelines of build-
ings X and Y differ?

Extraction of kWh and W read-
ings and comparison using inter-
active Plotly timelines.

interactive selection
method was sug-
gested.

Answered correctly,
interpretation of
the question was
accepted.

Answered correctly,

considered the most
informative result.

8. How can buildings be visu-
alised spatially, using colour to
indicate aggregated energy us-
age over a given time period?

Aggregation of energy usage and
colour-coded Folium visualisa-
tion.

Answered correctly,
clear and valuable.
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Fig. 1: Map of meters that do not measure any building with known location.

workday, as shown in Figure 3, usage can be clearly spotted and can be partic-
ularly useful for people interested in daily usage.

The answer to Question 8, as shown in Figure 4, also presented the data
in a clear and valuable visual manner. The overall pattern can be interpreted
from the colour scheme, and more precise values are available by hovering over a
building. However, he suggested that allowing the user to choose the aggregation
period would make the visualisation more flexible.

The interview was ended with the expert reiterating that all competency
questions were answered and that the enrichment was a success.

5 Discussion

The evaluation indicates that the most valuable enrichments for this smart me-
ter knowledge graph were the links between meters and buildings that enabled
building-orientated data analysis. Although the geographic locations of those
buildings and meters were not necessary for the analysis to work, they brought
the presentation of the analysis to another level. Together, these enrichments
transformed raw sensor observations into a knowledge graph that supports vi-
sual and interactive analysis. The domain expert also noted that the results are
useful for stakeholder interpretation and presentation and that some of them
could be valuable in a professional dashboard setting. At the same time, he sug-
gested several usability improvements, such as a better tool to choose days for
analysis and to reconsider whether charge-point meters should also be treated
as part of building energy usage. These observations provide useful directions
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Power usage timeline on 2026-05-11
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Fig. 4: Spatial representation of buildings and their aggregated energy usage.

for future work, and the suggestion of including a map output in Question one
was added to the notebook after the evaluation, since it built on the methods
already used in the workflow.

A major limitation of this approach is performance. The current RDFLib-
based workflow is not suited for large-scale or repeated use because it stores
parsed data in memory, which quickly becomes insufficient for large observa-
tion knowledge graphs. Originally, the enrichment and competency questions
were meant to be implemented in two separate Jupyter notebooks, but due
to size limitations, serialising the enriched knowledge graph did not work. As
a result, everything had to be done in a single notebook, and the final work-
flow remained notebook-based rather than producing a reusable saved enriched
knowledge graph. Although this is acceptable in a thesis setting, a professional
implementation would require a more robust query and parsing pipeline, such
as a database-backed or distributed RDF processing solution, since centralised
RDF repositories and purely in-memory approaches have known scalability lim-
itations for large RDF datasets |8, 1].

A further practical limitation is the compatibility of the environment. The
visual outputs only worked reliably in a Jupyter Notebook environment launched
through Anaconda Prompt with the required widget package installed. In other
environments, some components were unstable - the Folium maps did not render
properly in VS Code, the Plotly timeline graphs were problematic in PyCharm,
and the interactive dropdown widgets did not function consistently in plain
JupyterLab and Jupyter Notebook. This limits the portability of the workflow
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and suggests that a more robust deployment approach would be needed for
broader use.

In addition, the method depends on the supplementary information provided
by the HEDGE-IoT project team and assumes that this information is complete
and correct. It also assumes that any new meters would follow the same mea-
surement patterns and that if data from more days were added, the energy
measurements would remain cumulative and not reset. These assumptions are
reasonable for the current dataset, but should be validated before the method is
applied in a broader operational setting.

6 Conclusion

This thesis showed that enriching a smart meter knowledge graph with building
and meter location information makes it possible to analyse electricity observa-
tions at the building level rather than only at the meter level. The competency
questions demonstrated that the enriched graph is suitable not only for validat-
ing the enrichment itself but also for supporting the exploratory analysis of the
data. In addition, the project showed that adding spatial and structural context
improves the interpretability and practical usefulness of smart meter data.

The work also demonstrated that maps and graphs are effective ways to
present the analysis results in an intuitive and interpretable manner. The in-
teractive dropdowns added flexibility to the visualisations, but for larger scale
use, they would need to be replaced by a more screen space efficient solution.
Overall, the thesis answers the research question by showing that building- and
location based enrichments are valuable for supporting more meaningful analysis
and visual exploration of smart meter readings.

More broadly, this case suggests that knowledge graphs are most effective
when they combine a coherent data model with contextual enrichment that
improves querying and interpretation. The main limitation is often not the
SPARQL query itself, but the incomplete nature of the underlying data. Ad-
ditional context can also improve stakeholder understanding, even when it is
not strictly required for computation. Overall, the case indicates that knowledge
graphs are most valuable when they support explainable and interactive analysis
rather than serving only as repositories of information.

Future work should focus on improving scalability, since the current imple-
mentation runs into memory limitations on larger datasets. It would also be
useful to refine the interaction design and consider a more efficient infrastruc-
ture for enrichment and querying at larger scale.
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