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Abstract. The digitalisation of religious texts provides new opportunities for their analysis.
However, these innovations are difficult to establish due to the implicit, abstract, and metaphor-
ical nature of these religious texts. This study focuses on comparing semantic methods, which
are trained on standard benchmarks, with a lexical method for concept extraction to identify
Buddhist concepts from the Dhammapada in a zero-shot domain. Moreover, it also examines
how the choice of gold standard affects the evaluation. For the experimental setup, Buddhist
concepts are identified from 120 verses by three monks through annotation. These annotations
form two gold standards: a majority gold standard and a liberal gold standard. The major-
ity gold standard represents all the concepts per verse annotated by at least two monks, while
the liberal gold standard presents all the concepts per verse that are annotated by at least
one monk. Three automated extraction methods are compared: rule-based (lexical), BGE-based
(semantic), and BGE-m3 (semantic). The performance of these models is evaluated based on
precision, recall, and F1-score. The two semantic methods outperform the rule-based method
on the liberal gold standard (F1: 0.332 and 0.298 vs 0.172). However, the rule-based model is
superior to the semantic models on the majority gold standard (F1: 0.218 vs 0.190 and 0.167).
Semantic methods generally have higher recall, whereas lexical methods outperform on precision.
Surprisingly, BGE-base (English-specialisation) performs better than BGE-m3 (multilingual) on
abstract concepts such as ’craving’ and ’enlightenment’. These findings show that the choice of a
gold standard significantly impacts model evaluation. In addition, semantic models are promising
for religious texts if the evaluation framework is carefully designed. This study makes two main
contributions. First, it introduces a benchmark for the extraction of concepts in Buddhist texts.
Second, it tests three automated methods on this benchmark, demonstrating that the choice of
gold standard significantly impacts the evaluation. This study contributes to digital humanities
by testing existing theories in a low-resource domain and by providing practical insights for fur-
ther research related to non-Western religious texts. Supplementary materials can be found here:
https://doi.org/10.5281/zenodo.20794173
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1 Introduction

The Dhammapada is one of the most influential texts in Theravada Buddhism (Chuong, 2025). It
contains a variety of fundamental spiritual concepts, such as desire (tan.hā), suffering (dukkha) and
enlightenment (nibbāna). In addition, these texts provide spiritual guidance to millions of practitioners.
Beyond spiritual guidance, these texts also provide philosophical insights on ethical behaviour, mental
well-being, and ethical dilemmas (Chuong, 2025). The digitalisation of Buddhist texts and scriptures
for information retrieval provides new opportunities, but these are difficult to realise. These texts
express Buddhist concepts implicitly, through metaphors or paraphrases, which makes it difficult for
automated methods to recognise these Buddhist concepts. The development of automated concept
extraction within standard Western benchmarks is progressing rapidly (Thakur et al., 2021), while the
implementation of these extraction methods remains limited in non-Western religious domains such as
Theravada Buddhism.

The central gap of this thesis can be divided into two problems: First, existing automated con-
cept extraction methods, such as Dense Passage Retrieval (DPR), are developed and implemented
with Western standard benchmarks for secular domains such as news articles and scientific literature
(Karpukhin et al., 2020). These methods are trained on explicit and direct contexts. However, non-
Western religious texts present a new challenge, since they often contain implicit and abstract concepts.



2 A. Hellingman

These concepts are often expressed using synonyms, leading to multiple definitions of the same con-
cept. Second, there is no standard format on how to define the most optimal evaluation framework
for automated extraction in domains with limited annotation data. Similarly, this study secured the
voluntary participation of three monks as expert annotators. Although the BGE-m3 semantic model
is promising, as it supports more than 100 languages and a context of up to 8192 tokens (Chen et al.,
2024), it has not yet been compared with a lexical rule-based method in this specific context.

This study contributes to the identified gaps by designing a benchmark for concept extraction in
Buddhist texts. This benchmark consists of a task definition, 120 verses annotated by three monks,
and an evaluation setup with gold standards. In addition, this research provides a follow-up empirical
evaluation, which tests three automated methods on this benchmark and demonstrates that the choice
of gold standard significantly impacts the evaluation of these methods. This present study contributes
to the scientific field by evaluating existing theories such as BEIR on lexical robustness in a new
low-resource domain (Thakur et al., 2021). Socially, this study contributes to the digitisation and ac-
cessibility of low-resource religious content and provides a scientific framework for further researchers
working with low-resource non-Western religious texts. To provide these two contributions, the follow-
ing research question is formulated: To what extent do lexical- and embedding-based models
(BAAI BGE-base and BGE-M3) differ in their concept extraction performance on the
Dhammapada in a zero-shot Theravada Buddhist setting compared to expert concept
annotations?

To answer this research question, three monks used 120 verses from the Dhammapada and a list of
32 predefined Buddhist concepts to annotate the most relevant concepts per verse. These three expert
annotations were aggregated into two gold standards: the majority gold standard and the liberal gold
standard. Three extraction methods were compared: one lexical method (rule-based) and two semantic
methods (BGE-m3 and BGE-base). The performance of these three models was evaluated based on
precision, recall, and F1-score.

The next section highlights relevant literature regarding concept extraction, automated methods,
and the Theravada Buddhist framework. The third section describes the methodology, followed by the
results in section four. The discussion is outlined in section five to interpret the findings, and finally,
this paper concludes with recommendations for further research.

2 Literature Review

2.1 Foundation: NLP and Pretrained Language Models

Devlin et al. (2019) identify a major limitation for standard language models. Standard language mod-
els are unidirectional. They introduce BERT, which stands for Bidirectional Encoder Representations
from Transformers(Devlin et al., 2019). A bidirectional language model can consider the context on
both sides of the sentences or words, instead of only reading from left to right. The framework of
BERT is established through pretraining and fine-tuning. For pre-training, the model is trained on
unlabelled data over different pre-training tasks. First, BERT is initialised with pre-training param-
eters, and afterwards those parameters are fine-tuned by using labelled data from downstream tasks.
Unsupervised pre-training is a significant part of many language understanding systems. Specifically,
the results highlight that even low-resourced tasks have positive effects from deep bidirectional archi-
tectures. However, their approach is limited in the pre-training data set, since BERT was trained on
BooksCorpus (800M words) and English Wikipedia (2,500M words)(Devlin et al., 2019). This train-
ing data contains entirely modern English texts, which lack religious texts, ancient languages, or Pali
translations. This is particularly relevant to the present study, since BERT is the predecessor of BGE-
base and BGE-m3. Moreover, Theravada Buddhist translations cover a linguistic domain, which are
excluded from the pre-training dataset. This raises the question of the capacity of BERT to identify
concepts within the Theravada Buddhist framework.

The research of Liu et al. (2019) highlights that BERT is significantly undertrained. The researchers
propose RoBERTa, which improves BERT by prolonging the training on more data, removing the next-
sentence prediction objective, training on longer sequences, and adapting dynamic masking instead of
static masking in word patterns(Liu et al., 2019). These adaptations were carried out by including
an additional data set named “CC-NEWS”, changing training strategies, design choices, and suggest-
ing alternatives. These improvements substantially increase the performance of the traditional BERT
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model in the context of the RoBERTa model(Liu et al., 2019). RoBERTa achieved state-of-the-art
results on the test sets GLUE, RACE, and SQuAD, without multi-task fine-tuning on GLUE and
additional data from SQuAD. Despite the improvements, the RoBERTa model remains limited to
contemporary English text sources, including news articles, Wikipedia, and web content. The model is
not specifically evaluated on a domain of historical texts or religious scriptures. This gap is significant
for the present study because RoBERTa is an underlying architecture for BGE-m3, which is one of the
semantic models used to identify the Theravada Buddhist concepts in this research. This raises the
question of whether this pretrained model supports concept identification in this specific domain.

Reimers and Gurevych (2019) outline the challenges with respect to BERT and RoBERTa in
performing semantic textual similarity tasks. The authors point out that a sentence needs to be fed
into networks, causing massive computations. To address this problem, they introduce Sentence-BERT
(SBERT). The model uses Siamese and triplet network structures to derive sentence embeddings that
can be compared based on cosine similarities. The model is established using a classification objective
function, a regression objective function and a triple objective function(Reimers and Gurevych, 2019).
The training set is a combination of the datasets SNLI and multi-genre NLI. BERT and RoBERTa take
around 65 hours of computing to find similar pairs in a collection of 10,000 sentences, while SBERT can
do the same task in roughly 5 seconds(Reimers and Gurevych, 2019). However, the study’s approach
is limited to English sentences and general lexical similarity tasks, since the model does not directly
address the domain-specific text, such as Buddhist doctrinal texts. This work is particularly relevant
to the present study as it demonstrates how semantic meaning can be derived from texts, which is
essential for the extraction of concepts in low-resource domains such as Theravada Buddhism.

2.2 Dense Retrieval and Generalization

Karpukhin et al. (2020) describe that open-domain question answering (QA) often requires two frame-
works. One is a retriever that selects a relevant passage, and the other is a reader that extracts the
answer. Sparse methods such as BM25 perform well on retrieval, but fail to capture semantic mean-
ing. Dense retrieval addresses this problem by mapping queries and passages in a shared embedding
space. Prior dense methods were able to outperform BM25 but required expensive pre-training ob-
jectives (Karpukhin et al., 2020). Karpukhin et al. (2020) introduce Dense Passage Retriever (DPR).
DPR uses two BERT encoders as a retrieval framework to convert questions and passages into vectors
and learns to match them using question-passage pairs. DPR outperforms BM25 (lexical method) on
multiple QA datasets. DPR demonstrates that dense retrieval can replace the lexical approach with
respect to open-domain question answering (Karpukhin et al., 2020). However, the models were trained
and evaluated mainly on general-domain data (e.g., Wikipedia and news), leaving specialised domains
such as religious or historical texts unexplored. While the present study does not implement the DPR
directly, the DPR serves as a conceptual and methodological foundation for semantic models. Both
BGE-m3 and BGE-base are models built upon the same dual-encoder principle introduced by DPR
since the models map texts to dense vectors and compute the similarity via cosine similarity. Therefore,
DPR provides a theoretical background to understand the mechanism of dense retrieval generalising to
a new domain. This direction will be studied further by the BEIR benchmark and the present study.

Thakur et al. (2021) explain that neural retrieval models are typically evaluated and tested on the
same dataset. This evaluation approach limits insight into generalisation to new domains. Thakur et
al. (2021) introduce BEIR, a benchmark comparison of 18 different datasets for nine different retrieval
tasks to evaluate zero-shot generalisation. They assess ten different model types: lexical, sparse, dense,
late-interaction, and re-ranking. The results highlight that it is not possible to derive the zero-shot
performance in a new domain from the model’s performance on a pre-trained domain(Thakur et al.,
2021). Lexical methods often perform better compared to complex neural models in new domains.
The most accurate models are computationally expensive, while faster neural models underperform
frequently (Thakur et al., 2021). In addition, the authors found that many datasets are biased towards
the lexical approach, creating an unfair disadvantage for neural models. BEIR focuses exclusively on
English, large-scale datasets and excludes religious or historical texts. The present study extends this
line of research by applying both lexical and semantic methods to Theravada Buddhist texts to examine
whether BEIR’s findings hold in low-resource, domain-shift settings outside the original benchmark.

Chen et al. (2024) developed BGE-m3, a model that converts text into vectors for semantic retrieval.
The model supports more than 100 languages. In addition, the model uses three retrieval functions
(dense, sparse, and multi-vector). Moreover, the model can handle both shorter and longer documents
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up to 8192 tokens (Chen et al., 2024). The model is trained using a technique in which different rival
approaches teach each other to become better at retrieval tasks. Additionally, BGE-m3 is based on the
XLM-RoBERTa architecture and is open-source (Chen et al., 2024).This model is directly relevant for
the present study, since BGE-m3 is one of the concept extraction methods that can handle multiple
languages and strings of various lengths. These abilities can help extract semantic meaning when
dealing with both Pali terms and English definitions.

Xiao et al. (2024) established the BGE (BAAI General Embedding) model series as part of the
CPACK resource package. This package significantly improves general text embeddings. The BGE-
base model has 102 million parameters to achieve a balance in efficiency and effectiveness (Xiao et al.,
2024).BGE-base processes English texts and showcases a strong performance across the MTEB bench-
mark (Xiao et al., 2024). The BGE-base-en-v1.5 is used frequently as a baseline in theoretical tasks.
The model, code and training data are open-source. The present study uses BGE-base as a semantic
method to extract concepts. The model’s understanding of the English domain serves as a meaningful
benchmark for BGE-m3. This setup allows comparisons of whether multilingual support offers clear
advantages over an English-specialised model for English Buddhist texts.

Table 1. Model specifications of the semantic embedding models

Feature BGE-base-en-v1.5 BGE-m3

Embedding dimension 768 1024
Architecture BERT (12 layers) XLM-RoBERTa-large (24 layers)
Parameters 109M ∼560M
Max. sequence length 512 tokens 8192 tokens
Languages English 100+ languages

2.3 Dictionary-based concept extraction

Mao et al. (2023) provide a comprehensive survey of semantic processing techniques, identifying con-
cept extraction as one of five low-level semantic processing tasks. They define ’concept extraction’ as
a process to extract a concept of interest from text that can be connected to a downstream applica-
tion such as knowledge graph construction and information retrieval (Mao et al., 2023). The study
distinguishes between different concept extraction approaches, including rule-based, dictionary-based
methods and semantic methods (Mao et al., 2023). The distinction aligns with the comparative frame-
work of the present study, which evaluates a dictionary-based lexical method and semantic methods for
the extraction of concepts from Dhammapada verses. Mao et al. (2023) show that semantic methods
capture meaning beyond surface form, while lexical methods remain transparent and interpretable.
These characteristics support the comparison of the present study between lexical and semantic ap-
proaches in a low-resource domain-shift setting.

2.4 Low-Resource NLP on Historical/Religious Texts

Tange et al. (2024) describe that historical and cultural heritage preservation is very important within
the context of human technology developments. They claim that Chinese history presents unique
preservation challenges due to the extensive time span. The authors introduce CHisIEC (Chinese
Historical Information Extraction Corpus)(Tang et al., 2024). This is a high-quality dataset covering an
overview of Chinese historical documents. The dataset can be used for NER (named entity recognition)
and RE (relation extraction). The dataset is established from 13 historical books spanning up to 1830
years of history. In addition, the utility of ChisIEC is validated by comprehensive experiments using
a variety of models in terms of size and parameters. The pretrained models such as sikuBERT and
sikuRoBERTa performed significantly better in the experiments than large language models like GPT-
3.5 on ancient historical texts(Tang et al., 2024). However, the dataset only focuses on ancient Chinese
historical texts. The paper does not make an independent link to any ancient religious or psychological
or traditional religious texts. This research is relevant for the present study, since ChisIEC shows that
applying NLP to ancient historical texts is possible and valuable. In addition, it also highlights that
each domain requires its own annotation and formatting. The present study will aim to narrow the
gap with respect to Theravada Buddhist texts.
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Xu et al. (2022) explain that model performance drops dramatically in low-resource and long-tail
scenarios when a model is supported with few support examples (Xu et al., 2022). They conducted
experiments on eight datasets. The tests were conducted with little data (few-shot) and uneven data
(long-tail) to find out how efficiently models perform with limited data. The researchers conducted a
comprehensive panel study. They tested three strategies for handling limited data. These approaches
were the following: using a prompt with a pretrained model, balancing unlabelled data and using
more data. Their results demonstrated that the use of prompts with pretrained models improves
performance with a smaller dataset but is not perfect(Xu et al., 2022). Data balancing does not always
work, and creating additional data is the most beneficial. Moreover, self-training has been shown to
be unreliable(Xu et al., 2022). However, their testing samples did not specifically address ancient
and historical texts. In addition, those samples were limited to languages providing only samples of
Chinese and English texts. The research is particularly relevant, as it operates in a low-resource domain
compared to the Theravada Buddhist domain.

2.5 Domain knowledge: Buddhism and Theravada Concepts

Hardnaulee et al. (2025) provide an overview of the key concepts of core Dhamma in Buddhism. The
teachings of the Buddha remain significant to this day through insight into suffering and guidance in
leading a meaningful life, emphasising mindfulness and wisdom as well as establishing compassion and
ethical behavior (Hardnaulee et al., 2025). Hardnaulee et al. (2025) analyse the enduring relevance
of the four noble truths, the eightfold path and the three marks. These concepts provide a practical
framework for addressing human suffering and the path towards liberation. The article studies Bud-
dhist doctrinal texts that highlight the establishment of monastic communities, royal patronage, and
scholastic centres, especially universities, between the 4th and 6th centuries CE. Their results show
that the teaching of the Four Noble Truths, the Eightfold Path and the Three Marks remain a practical
framework for addressing human suffering and establishing ethical behaviour in daily life (Hardnaulee
et al., 2025). However, the research is mainly descriptive and does not outline any empirical research
that directly emphasises the practical implementation of these teachings in human suffering or ethical
behaviour. This is particularly relevant to the present study because it provides a framework of the
key concepts in the core Dhamma of Buddhism. These key concepts serve as a refined concept set for
both the majority and liberal gold standards, serving as the predefined concepts for annotating the
Dhammapada verses.

3 Methodology

The methodology represents the instruction on how this study is designed.
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Fig. 1. Overview of the research pipeline for Buddhist concept detection in the Dhammapada, covering data
processing, expert annotation, concept detection methods and evaluation framework.

3.1 Ethical Considerations

This research involves human experts. To ensure ethical treatment of human experts and to protect
their privacy, an information letter and consent form were obtained from the VU Scientific and Ethical
Review Board (VCWE) and adjusted accordingly to the specific requirements of this research. The
information letter explains the purpose of the research, while the consent form states that the anno-
tation data will be used for research purposes and that the data will be anonymised. All three monk
experts signed this consent form before participating in this investigation. This resulted in informed
consent from all three monk experts being obtained, with their anonymised data stored securely. The
adjusted information and consent form can be viewed through the DOI link.

3.2 Data Collection

Concept selection To establish a predefined list of target concepts for the extraction task that would
serve as a baseline for both expert annotation and automated extraction, thirty-three key concepts of
the Dharma from Buddhism were extracted from the paper by Hardnaulee et al. (2025), which provides
an analysis of the key concepts of the core Dharma in Buddhism. These concepts were extracted
manually on the basis of their conceptual relevance to the Dhamma and frequency and importance
within the text. Concepts were included if they represent core doctrinal terms, appear multiple times,
are emphasised within the text, and have a clear definition across multiple sources. General and
overly broad terms (e.g., process, state) and highly specific conceptual terms were excluded to enhance
conceptual clarity. This resulted in a list of 32 Buddhist concepts that served as target concepts for
the extraction task for both expert annotation and automated annotation.

concept table To create a structured and transparent reference for the concepts and their synonyms
that is used by the automated methods as a dictionary baseline, a concept table was created containing
the 32 Buddhist concepts. 1 The table contained seven columns: the concept ID, the concept in English
from Hardnaulee et al. (2025), the translation of the concept in Pali (based on Rhys Davids and Stede,

1 Buddhist-key-concepts.csv
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1921), definitions and synonyms (Rhys Davids and Stede, 1921, and Access to Insight), and the final
columns contained the synonyms of the concepts derived from the two sources. These synonyms were
only selected if the synonym was present in the third or fourth column and directly related to the
Buddhist meaning of the concept. This table was constructed manually through Google Sheets and
converted to the file Buddhist-key-concepts.csv. This resulted in a structured concept table that served
as a reference for dictionary-based automated methods. This file can be found in the appendix through
the DOI link.

Verse selection To create a manageable and reproducible dataset, 120 verses were randomly se-
lected from the Dhammapada to ensure reproducible results while ensuring reproducibility for human
annotations. 2 The Dhammapada version that was used for this research is called ”The Dhammapada,
a Collection of Verses; Being One of the Canonical Books of the Buddhists”(Müller, 1881). It was
one of the first English translations that introduced Buddhist text to the Western audience, and later
scholars refined some of its interpretations. The translation of the Dhammapada had the form of a
text file named ’Dhammapada.txt’. This file was cleaned mechanically through Python (see notebook
data-loader-processor). This mechanism narrowed the original text file down to the verses in strings.
These strings were saved in a JSON file named ’Cleaned-Dhammapada.json’. In addition, manual
deletions were performed with respect to chapter headers that were untraceable by the mechanism.
From the “Cleaned-Dhammapada.json” file, 120 verses were randomly selected (see select-120-verses-
randomly.ipynb) and stored in the sample-120-verses.csv file. The result is a dataset of 120 verses from
the Dhammapada for both the expert annotators and the automated annotation methods. These files
can be found through the DOI link.

3.3 Expert annotation and comparison strategy

To create a gold standard as a baseline to measure the performance of automated extraction methods,
three expert annotations were established with the assistance of three Buddhist monks with experience
in Theravada Buddhist doctrine. 3 Their role was to identify the most relevant concepts (from the 32
predefined concepts) based on semantic alignment within the verse content for each verse. The experts
were provided with the following attachments: A list of the same 120 verses, a list of the 32 predefined
concepts and the annotation form. The annotation form consists of 5 screening questions to identify if
the expert has any knowledge and involvement in the Theravada Buddhist setting as a monk. Moreover,
annotation rules and task objectives are defined to explain how to semantically annotate the relevant
concepts. Every annotation form is automatically converted into a CSV file with the name monk#-
annotations.csv. The row of the CSV represents the verse ID out of the 120 verses, a concept out
of the 32 concepts, and the expert annotation indicated as 0 or 1. This results in three individual
expert annotations. To establish a gold standard, all expert annotations are combined into a gold
standard 4. This study established two gold standards, namely the liberal annotation and the majority
gold standard. These two agreement annotations were created to aggregate the three independent
annotations and to enhance the validity of the annotations due to the limited annotations and the
lower pairwise agreement between the annotators. A concept is added to the liberal gold standard
when it is selected by at least one monk. While a concept is added to the majority gold standard
when it is annotated by at least 2 of 3 monks. These two agreement annotations are created to
simplify the three separate annotations to one standard expert annotation and to enhance the validity
of the annotation. The results are two gold standards, the liberal gold standard and the majority
gold standard, as a baseline to measure the performance of the automated extraction models. These
attachments and protocol instructions can be found through the DOI link.

3.4 Concept detection

This study used three automated extraction methods: rule-based (lexical), BGE-base (semantic) and
BGE-m3 (semantic).

2 data-loader-processor.ipynb, select-120-verses-randomly.ipynb, Cleaned-Dhammapada.json, sample-120-
verses.csv

3 monk1-annotations.csv, monk2-annotations.csv, monk3-annotations.csv, Final-Expert-Annotation - Final-
majority.csv, Final-Expert-Annotation - Final-liberal.csv,

4 evaluation-liberal-gold-stand.ipynb, evaluation-majority-gold-stand.ipynb
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Lexical method To establish an interpretive baseline in this study, a lexical (rule-based) model is
implemented. 5 Every concept match can be traced back to the specific predefined dictionary. This is
essential for validating the domain expert’s annotations. In addition, the method is efficient and does
not require an expensive GPU; this enhances the reproducibility and makes it suitable as a baseline
in a simple benchmark for semantic methods. The lexical rule-based model takes as input the 120
verses and a predefined dictionary where the keys are the concepts (from the 32 Buddhist concepts)
and the values are their synonyms from the concept table. The rule-based model compares each word
in the verse against the dictionary values (including the Buddhist main concept). If there is a match,
the concept is annotated as a key for that particular verse. The output represents a CSV file named
’rule-based-results.csv’ that consists of three columns: Verse ID, Concept and Rule-based, highlighting
the annotation with a 1 or 0. The format of the rule-based approach can be found through the DOI
link.

Semantic methods To establish a semantic approach to automatically extract concepts, the models
BGE-m3 and BGE-base are selected 6. These two semantic methods are suitable for evaluating the
benchmark, since these two form a small evaluation framework for a related time period of 3 months.
BGE-m3 achieved state-of-the-art performance in a multilingual retrieval task at the time of its release
(Chen et al., 2024). In addition, the model supports multilingualism (over 100+ languages) and long
contexts up to 8192 tokens. This can be beneficial in interpreting multiple definitions of Buddhist
terminology. However, the BGE-base provided an optimal balance between accuracy and efficiency.
The base model has a smaller embedding dimension compared to the M3 model. Moreover, the base
model is an English-specialised model and can provide meaningful insight if multilinguality provides
more value than English specialisation for English Buddhist texts. Finally, both models are open-
source and, therefore, straightforward to implement. The results are two semantic models (BGE-m3
and BGE-base) that can be implemented for an automated extraction task. The semantic models take
the 120 verses and a predefined dictionary where the keys are the concepts (from the 32 Buddhist
concepts) and the values are their synonyms from the concept table as input. Semantic methods were
implemented using the Sentence-Transformer library(Reimers and Gurevych, 2019). For each concept-
verse pair, a cosine similarity score is calculated between the concept embedding (concept name +
definition) and the verse embedding. To turn the identification mechanism of the semantic models into
an extraction feature, a top-k filter is implemented in the model. This filter selects the concept with
the highest cosine similarity scores in the range of k. The top-k filter is chosen over the threshold
parameter, since most of the similarly scoring items represented a lower score. Therefore, a significant
threshold (e.g., 0.7, 0.8) would be too harsh for the concept representations. The output is represented
in a CSV file named “BGE-base-results.csv” and ”BGE-m3-results.csv”.

All automated methods and final expert annotation are represented in the CSV file “all-methods-
and-expert-anno-results.csv”. The CSV file contains the verse ID, the concept, the output of the
rule-based model, and the output of the BGE-m3 as well as the BGE-base model per k-value from
value 1 to 10. Finally, the expert annotation is represented.

3.5 Evaluation framework

expert annotation pair agreement To validate the individual expert annotations, a pair agreement
test was consulted 7. The Jaccard similarity was used to calculate the pair agreement between two
annotators to understand how ambiguous the annotation task was for the experts and to outline the
validity of the expert annotations for the automated methods. The Jaccard similarity approach was
selected since it was manageable and simple to implement, providing relevant information about the
annotation similarities. The result is a validation cheque on the pair agreement between the expert
annotators.

Evaluation Metrics To evaluate the performance of automated methods on both the liberal and
majority gold standards, an evaluation frame is established8. The evaluation frame with respect to

5 rule-based-results.csv, rule-based-concept-ex.ipynb
6 BGE-base-results.csv, BGE-m3-results.csv, bge-base-en-v.1.5.ipynb, and bge-m3.ipynb
7 expert-annotation-pair-agreement.ipynb
8 evaluation-liberal-gold-stand.ipynb, evaluation-majority-gold-stand.ipynb
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the liberal gold standard represents a top-k graph for the models per k-value (k = 1 to 10) and
the precision, recall and F1 score per method against the liberal expert annotation. In addition, the
evaluation frame of the majority gold standard presents, besides the top-k graph and an evaluation
on the precision, recall and F1 score, also an overall concept frequency per method and F1 score
per concept per method. The majority gold standard is chosen as the main gold standard because
it enhances more validation than the liberal gold standard due to the higher annotator agreement
rate. These additional evaluations are chosen to outline surprising results at the micro level of this
benchmark evaluation. Finally, these visualisations of the automated methods on both the liberal and
majority gold standards are manually analysed and compared. This results in an evaluation overview
of the performance of automated methods on the liberal and majority gold standards presented in the
result section of this paper.

4 Results

The result section provides an overview of all results from the benchmark evaluation, and additional
explanations are provided to validate decisions and improve quality.

4.1 Descriptive Statistics

The dataset consisted of 120 verses from the Dhammapada and 32 predefined concepts. For each verse,
three monks selected the most relevant concepts, resulting in an evaluation framework of 360 individual
annotations (120 verses x 3 monks). The total number of conceptual annotations in practice was 288
(see Table 2). The total number of concept-type annotations per monk ranged from 19 to 30 for the
first 48 verses. In addition, the average number of concepts per verse for the first 48 verses ranged
from 1.479 to 4.500 (see Table 1). In addition, the majority gold standard contained 187 concept-verse
pairs, while the liberal gold standard contained 378. The two standards reflect the different aggregation
strategies.

Table 2.Monk ID, Total annotations, Total number of concepts types for 48 verses, average concept annotation
per verse

Monk ID Type concepts annotated over 48 verses Total annotations aver. annotation per verse

1 30 48 4.500
2 30 120 3.875
3 19 120 1.479

.

4.2 Inter-Rater Agreement

Inter-rater agreement among the three monks was assessed through the pairwise Jaccard similarity.
The pairwise Jaccard index between the monks ranged between 0.1592 and 0.2329 (see Table 3). The
relatively low agreement scores suggest that the annotation task involved a degree of subjectivity
and ambiguity. For that reason, this study uses both majority and liberal aggregation strategies in
evaluating concept extraction methods. The Jaccard index measures the similarity between two sets,
A and B. This index can be calculated using the following formula (Wang et al., 2022):

J(A,B) =
|A ∩B|
|A ∪B|

=
|A ∩B|

|A|+ |B| − |A ∩B|

Table 3. Jaccard similarity between monks

Monk pairs Pairwise Jaccard similarity

M1-M2 0.2299
M1-M3 0.1592
M2-M3 0.2329
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.

4.3 Performance of Automated Methods

Table 4 presents the precisions, recall and F1 scores for each automated method against the liberal
gold standard.

Evaluation Against the Liberal Gold Standard BGE-m3 achieved the highest F1-score (0.332),
followed by BGE-base (0.298) and rule-based (0.172). Rule-based achieved the highest precision (0.478)
but the lowest recall (0.105). This indicates that the rule-based method extracted fewer concepts but
with high accuracy. In addition, the BGE models had similar performance with respect to precision
and recall compared to the rule-based method.

In addition, the semantic models are implemented with a top-k filter. The F1-scores against a range
of possible k-values (e.g., 1-10) are presented in Figure 2 for the liberal gold standard. Both BGE-base
and BGE-m3 achieve lower but increasing F1 scores until k = 4; in the range between k = 5 and k =
10, optimal and significantly higher F1 values are achieved. The value of k = 5 is considered standard,
as it yields the F1-score obtained for both BGE models. In addition, the constant performance of the
rule-based method is displayed for comparison.

Table 4. Precision, recall and F1-score per method against the liberal gold standard.

Method Precision Recall F1-Score

Rule-Based 0.478 0.105 0.172
BGE-base 0.277 0.323 0.298
BGE-m3 0.308 0.360 0.332

Fig. 2. Top-k evaluation against the liberal gold standard.

Evaluation Against the Majority Gold Standard Table 5 and Figure 3 present the precision,
recall, and F1 scores for each automated method against the majority gold standard.

The performance of the three automated models on the majority gold standards highlights a differ-
ent outcome. The rule-based achieved the highest F1 score (0.218), followed by BGE-base (0.190) and
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BGE-m3 (0.167). The BGE-base model obtained the highest recall but the second-lowest precision.
Rule-based obtained a balanced performance in terms of precision (0.212) and recall (0.224)

Figure 3 presents the top-k evaluation with respect to semantic models over the majority gold
standard. The F1-scores for both the BGE-base and BGE-m3 models are higher, decreasing until k =
2. Both models obtain a lower and decreasing performance in the range k = 3 and k = 10. The value
k = 2 is selected as a filter for both models since the performance difference between k = 1 and k = 2
is marginal (≤ 0.01), while k = 2 produces more stable predictions and better captures the frequency
distribution of the underlying concepts. These predictions and captures are crucial for our downstream
analysis.

Table 5. Precision, recall and F1-score per method against the majority gold standard.

Method Precision Recall F1-Score

Rule-Based 0.212 0.224 0.218
BGE-base 0.138 0.308 0.190
BGE-m3 0.121 0.271 0.167

Fig. 3. Top-k evaluation for the majority gold standard.

Figure 4 represents a heatmap of the concept frequency per automated method. The intensity bar
on the right highlights the frequency. The more intense the colour (red), the higher the frequency of a
particular concept. The columns represent the 3 different automated methods, while the rows highlight
the 32 individual concepts. For the key findings, BGE-m3 has the highest number of concepts detected
overall, with suffering (40), wisdom (46) and mindfulness (20) being the most frequent concepts. Besides
BGE-m3, BGE-base performs well in suffering (34), enlightenment (34) and compassion (19) but has
a lower detection rate in wisdom (17) compared to BGE-m3 (46). Both BGE models highlight similar
performance on compassion (19 vs 20) and ignorance (16 vs 16). However, they differ significantly on
the concepts of craving (BGE-m3: 20 vs. BGE-base: 6) and impermanence (BGE-m3: 1 vs. BGE-base:
15). For the lexical approach, the rule-based method identifies ’karma’ (24) and ’path’ (20) as the
most frequent. But this method completely misses several concepts that are identified by the semantic
methods, such as ignorance, non-self, renunciation, and rebirth. Several concepts are never detected
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by any of the methods, such as concentration and transformation. Additionally, the detection rate of
the concepts ’eightfold path’, ’three marks’, and ’five aggregates’ only ranged between 1 and 2.

Fig. 4. Concept frequency per method

Figure 5 represents a heat map of the F1-score per concept per automated method. The intensity bar
on the right highlights the frequency. The more intense the colour (blue), the higher the frequency of a
particular concept. The columns represent the 3 different automated methods, while the rows highlight
the 32 individual concepts. The rule-based method achieves the highest F1-score on generosity (0.80),
attachment (0.67) and ethical conduct (0.50). This may suggest that these concepts have a clear and
unambiguous form that can be easily extracted by exact matching. This aligns with the previous results
in Table 2, where the dictionary-based rule-based method is highly precise but limited in low recall.
Finally, BGE-base outperforms BGE-m3 in craving (0.62 vs 0.30) and wisdom (0.36 vs 0.17). This
suggests that an English-specialised model (BGE-base) may perform better than a multilingual model
(BGE-m3)
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Fig. 5. F1-score per concept per method

5 Discussion

5.1 Interpretation of Findings

The liberal gold standard represents a case where a concept is annotated by at least one monk, resulting
in more annotation, leading to an increase in recall compared to the majority gold standard. Since
the majority gold standard requires 2 out of 3 annotations, this majority gold standard is, therefore,
stricter compared to the liberal gold standard.

For the liberal gold standard, BGE-m3 and BGE-base have higher performance than rule-based
(F1: 0.332 and 0.298 vs 0.172). The rule-based method has a relatively higher precision (0.478) than
BGE-base and BGE-m3 (0.277 and 0.308). This is because rule-based only extracts exact matches of
concepts from the dictionary. If the rule-based model finds a match, it is often correct. Both semantic
models rely on semantic meaning, which gives more room for possible correct or wrong annotations.
However, this characteristic of the rule-based method results in a lower recall since it misses synonyms,
paraphrases, or variations, resulting in a limited list of concepts extracted from all verses. Additionally,
both semantic models are able to extract more synonyms, variations, and paraphrases due to their
semantic architecture compared to the simplified rule-based model (see Table 1).

However, rule-based has a higher performance than both BGE-m3 and BGE-base with respect to
the majority gold standard (F1: 0.218 vs 0.167 and 0.190). The majority gold standard is stricter and
has a higher validation rate than the liberal gold standard. Multiple expert agreements are needed
to annotate a concept in the majority gold standard. Rule-based outperformance of both semantic
models with respect to precision (0.212 vs 0.138 and 0.121), since the rule-based model identifies
concepts more precisely than the semantic models due to dictionary-based interpretation. Moreover,
the recall is higher for the rule-based methods in the majority gold standard compared to the liberal
one but still lower compared to the semantic models (0.224 vs 0.308 and 0.271).

Overall these characterisations highlight that the choice of a particular gold standard has a signif-
icant effect on the evaluation.

The majority gold standard has an optimal k value of 2, while the liberal gold standard highlights
an optimal k value of 5 for the two semantic methods. This suggests that semantic models need more
conceptual extraction to capture a broader annotation.

Moreover, fourteen concepts are never detected by any of the automated extraction methods (see
figure 5). This may suggest that these concepts are either abstract or expressed in a way that is not
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detectable by both the lexical and semantic approaches. This may be due to a limitation in the dataset
and the predefined dictionary for each model or the need for more advanced models.

5.2 Comparison with Existing Literature

Thakur et al. (2021) found that lexical methods are more robust under domain shifts to a zero-shot
domain. The findings of the present study support this claim with respect to the majority gold standard
since rule-based has the highest performance. But there is a nuance to Thakur et al.’s (2021) claims
regarding the liberal standard, whereas the semantic methods (BGE-m3 and BGE-base) highlight
higher performance with respect to F1-score. This strongly suggests that the choice of standard impacts
the output. The present study expands BEIR (Thakur et al., 2021) to a new domain (Theravada
Buddhism).

In addition, the BGE methods achieve one of the highest F1-scores on craving (base: 0.62; m3:
0.30), ignorance (base: 0.25; m3: 0.25) and rebirth (base: 0.31; m3: 0.20) compared to rule-based
methods (craving: 0.33; ignorance: 0.00; rebirth: 0.00). This indicates that semantic methods show
better performance in identifying abstract concepts that may be expressed through indirect references
since lexical methods can only extract dictionary-based ones. In addition, BGE-base has better F1-
scores than BGE-m3 for craving (0.62 vs 0.30), wisdom (0.38 vs 0.16), rebirth (0.31 vs 0.20) and
enlightenment (0.28 vs 0.00). This suggests that the English-specialisation model has an advantage
with respect to English religious texts compared to a multilingual model. This is an unexpected finding,
since BGE-m3 is more state-of-the-art than BGE-base, showing that multilingualism does not always
provide an advantage over a specialisation in English.

5.3 Implications of the Findings

Semantic methods and rule-based methods can be implemented on religious texts without fine-tuning,
but to enhance efficiency and performance, fine-tuning is suggested. It is important to narrow the scope
of this research down to low-resource domains, since few datasets are available for testing and training.
In addition, the quality and choice of the gold standard are crucial in guiding automated methods to
a clear and valid output.

Depending on the choice of the methods, the rule-based method is suitable when precision is more
important, since it can only provide correct matches. Additionally, BGE-m3 would be suitable if recall
were more important, since it is able to find the most concepts. Finally, BGE-base provides a balance
between precision and recall.

5.4 Limitations

Four major limitations within the scope of this study are the size of the dataset, the number of
annotators, fine-tuning, and the variety of automated methods. First of all, the data set was limited to
120 out of the 423 verses from the Dhammapada. This is due to the limited time period of 3 months
and the feasibility of annotation for the experts. Second, the expert annotators were limited to three
monks, and the total number of annotations represented 288 of 360. This limitation resulted in a lower
inter-rater agreement (Jaccard 0.16 - 0.23). Third, automated methods only range from a rule-based
lexical model to two BGE models (m3 and base). Finally, the results only provide a specific output
related to the Theravada Buddhist domain.

5.5 Recommendations for Future Work

The limitations described in the previous section can be improved in further work. First, the limited
datasets can be expanded to more verses, different Buddhist texts, and more translations. Secondly,
the number of annotations can be increased to more monks or even include Buddhist scholars to
increase inter-rater agreement. Third, fine-tuning the BGE models on Buddhist texts would improve
the performance on the related information retrieval task. Fourth, the expert can be assigned as an
evaluator rather than an annotator. In this way, the expert will evaluate the automated annotations
for each method. However, with this adjustment, the concept identification range will be limited to
automated annotations. A potential benefit of this effect is a possible increase in the pair agreement
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Jaccard index due to the similar evaluation setup for each expert compared to the individual annotation
sets of the present study. Finally, including a variety of different models, such as LLMs, statistical, or
domain-specific models, can enhance generalisation, which can later be applied as theory in further
low-resource domain studies.

6 Conclusion

This study designed a benchmark and performed an empirical evaluation. These two components
combined formed the setup to investigate the behaviour of automated extraction methods in a zero-
shot setting on the Theravada Buddhist domain. The literature review provided a state-of-the-art view
on low-resource domains, the behaviour of automated models in these domains, and the related context
of Theravada Buddhist concepts. Empirical evaluation was developed on the basis of these findings to
implement lexical (rule-based) and semantic (BGE-base and BGE-m3) models. These models extracted
relevant concepts from the Dhammapada verses. Regarding the benchmark, three monks performed
a similar extraction task to the automated extraction methods. The evaluation of automated models
against the gold standards from expert annotation provided new insight into how these automated
extraction methods function in a zero-shot setting with respect to concept extraction.

The findings show that the choice of gold standard significantly affects the evaluation. Under the
liberal gold standard, the semantic models (BGE-base and BGE-m3) perform the best. However, for
the majority gold standard, the rule-based model outperforms semantic models due to higher precision.
Both semantic approaches demonstrate superior recall in both gold standards, while the rule-based
model scores significantly higher in precision in both gold standards. Furthermore, the optimal value of
k differed (k=2 for the majority and k=5 for the liberal), highlighting that semantic approaches require
a wider extraction. In addition, fourteen concepts remained undetected by all methods, suggesting that
the approaches are limited in handling abstract or implicit expressions.

These findings both support and nuance previous work by BEIR (Thakur et al., 2021). The lexical
method proved to be more robust in a stricter setting (majority gold standard), aligning with the
findings of BEIR on domain shift. However, semantic methods performed better under the liberal
gold standard, showing that the gold standard framework itself shapes the outcome. Additionally,
the unexpected result that BGE-base (English-specialised) outperforms BGE-m3 (multilingual) on
extracting a small number of concepts suggests that multilingual characterisations do not always
outperform English-specialised ones in English religious text processing.

Practically, the choice between lexical (rule-based) and semantic (BGE-m3 and BGE-base) models
depends on the task. Rule-based is preferable when precision is critical, BGE-m3 when recall is more
important, and BGE-base if a balance between precision and recall is the objective. Furthermore, this
study emphasises that fine-tuning would enhance overall performance and that careful gold standard
construction is essential to establish a valid evaluation in a low-resource domain such as Theravada
Buddhism.

However, these findings are limited by a smaller dataset (120 verses), a smaller number of annotators
(3 monks), and a narrow range of automated methods tested.

Further research should expand the dataset, increase the number of annotators, incorporate fine-
tuning with respect to the models, and test additional methods such as LLMs and statistical approaches
to enhance generalisation.
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Appendix A: Reflection

For this thesis I first intended to extract relation triples from the Dhammapada and used these triples
to construct a knowledge graph gold standard. This gold standard would be compared to knowledge
graphs that are constructed using automated methods. During my field research, I quickly discovered
that it is difficult to validate a gold-standard knowledge graph construction since there is limited re-
search on knowledge graphs with respect to the Theravada Buddhist domain. My supervisor suggested
replacing the knowledge graph gold standard with human experts to construct a gold standard. This
suggestion provided new insight and opportunities by asking three monks to participate as experts in
this study. In addition, this adaptation led to changing the information retrieval method from relation
extraction to concept extraction. These changes created a new and clear direction within the research,
since there are more related works in similarly low-resourced domains with respect to evaluating in-
formation retrieval and concept extraction specifically.

With respect to time management, data collection took more time than expected, since the ex-
pert annotations depended on the expert’s time and effort and travel distances. After the data was
collected and digitalised, it became clear how to process it further as a gold standard. In addition,
weekly meetings with my supervisor provide the opportunity to share new changes and discuss areas
of improvement, as well as to provide direction and structure in the development of my thesis. The
sessions always contained meaningful conversations from which to learn and grow.

Academically, I obtained practical experience in implementing the BGE models and learnt how to
evaluate them with respect to precision, recall, and F1-score. In addition, I learnt how difficult it is to
implement NLP techniques in non-Western religious texts.

For my personal development, I learnt to be patient with respect to processes within a thesis, since
they can take longer than expected. In addition, I have learnt to work efficiently by annotating every
adjustment as quickly as possible to reduce uncertainties later.

For further research, I would start with the annotation procedure and simplify the annotator format
for the experts. In addition to that, I would integrate a variety of models to generalise the findings
and expand the benchmark for further research.
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